P-MOSS: Scheduling Main-Memory Indexes Over
NUMA Servers Using Next Token Prediction
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1. Core Scheduling Strategy
Selects the CORE_ID that executes a query for a given index partition.
2. Data Partitioning Strategy Challenges
Assigns each index partition to a NUMA_NODE (its memory location).
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Core Learning Principles of P-MOSS number of instance choices. CPU topology
CPU Vendor | Aws Graviton [Jj avo [ inter 1L 111111 [ cores
The LLM Recipe Profile-Guided Optimization | Offline RL 83 5 EL3 54 B
Next Token prediction, GPT ||HW performance statistics from Decouples training from T S T ST e e
backbone, 2-stage training. ||HW PMU guide scheduling. the DMBS critical path. Saﬁﬁﬁf‘dger Ifﬁ,Lﬁke g
z —_ o kR a4=al=lE
. C= = o ==
P-MOSS SChedu11ng Loop 0 2000 20\1(5 2020 2025 il TITTT < it < (T
ﬁt@ 1K' Amazon EC2 instance choices in 2025. Skylake X Naples  EFYC Rome
It K 2. Route Query ) e o [ :
p-@-0-0— il SO | = | e e e | 3. Hardware heterogeneity
Qu e ri eS Ll L° C06RE C07RE C08RE COgRE .
P-MOSS o o ]fulfu | NUMA: Chiplet: 100+ Core Server:
L2 L2 L2 L2 = .p
T T R Cross-Socket Transfer ~ Cross-Chip Transfer ~ Cross-Core Transfer
1. Consult Mapping Main-Memory Index P o e f%% itk ceu__ | | CPU Chip Chip Chip
Table 3. Collect PMU Stats [ ——— | L . 5 i - | " we | | e
______________________________ Y_______________\ Hardware 1 ‘ § Infinity Fabric : v 3 = S 3
Partltlon the index Mapplng Tab'Le ! . PMU E - Eemory L Dlle - o CORE CORE CORE CORE
into n partitions. | partition core || 4. Update . Statistics - R m—— DR o e oo [
P1 2 ; Mapping . "D I : t C:FZ{E C::{E l I_C::E C:iE C(L);E
- y i <€ : <€ c:cu ‘ ) c:cu Chip ‘ ‘ Chip 3 z T —t“ | ii
= s an un | : L o - - o e e e
P3 6 Base / Assistant Model :
- 10X Expensive 4x Expensive 1.5x Expensive

Main-Memory Index L

The LLM Recipe: Next Token Prediction (NTP) & Multi-Stage Training Pipeline
Next Token Prediction. Formulate spatial scheduling as an NTP
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Profile-Guided Optimization (PGO) Experiments
YCSB A: 50% Read 50% Write " YCSB C: 100% Lookup
2.57x speedup (Seen HW)

= Use execution profiles collected from prior runs to optimize future execution.
' 1.90x speedup (Seen HW)

= Provides the abstraction across seen and unseen hardware and workload
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(No Feedback Loop)



